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Abstract
This paper presents WHITEOAK: a JAVA extension that in-
troduces structural type equivalence and subtyping into the
language. We argue that structural subtyping addresses com-
mon software design problems, and promotes the devel-
opment of loosely coupled modules without compromising
type safety.

We discuss language design issues, including subtyping
in face of self-referencing structural types, compile-time op-
erators for computing the new types from existing ones, and
the semantics of constructors and non-abstract methods in
structural types. We describe implementation techniques, in-
cluding the compile-time and run-time challenges that we
faced (in particular, preserving the identity of objects). Mea-
surement indicate that the performance of our implementa-
tion of structural dispatching is comparable to that of the
JVM’s standard invocation mechanisms.

Categories and Subject Descriptors D.3.3 [Software]:
Programming Languages

General Terms Languages, Performance

Keywords Java, Structural Subtyping, Abstraction

1. Introduction
A restaurant accounting library A purchased from an Ameri-
can vendor expects parameters that conform to interface
Check, but, the British maker of a large software mod-
ule B in charge of serving orders from the kitchen to cus-
tomers, chose to produce objects which are instances of
class Bill. Now, a Bill offers essentially the same set
of services demanded by Check. How can components A
and B be coerced to work together without modifying any
one of them?
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In programming languages which obey nominal typing
(sometimes called nominative typing) rules, such retrofitting
is not easy. Nominal typing dictates that two types are equiv-
alent only if they have the same name. Accordingly, types
Check and Bill are nominally unrelated; one must use
techniques such as those offered by the ADAPTER design
pattern [14] to make the necessary plumbing code.

How is retrofitting done in languages such as ML and
HASKELL where structural typing is the rule? Recall that
structural typing means that two types are the same if they
have the same structure. Also, structural subtyping follows
from structure.1 Thus, in these languages compatibility can
be achieved by the observation that Bill is a subtype of
Check (or vice versa), or even by using the minimal super-
type of the two types. The compatibility is therefore due to
the overlap between the set of members of two types.

1.1 The Case for a Dual Nominal-Structural Typing
The failure of nominal typing system in situations demand-
ing retroactive type abstraction is discussed in depth in the
literature [6, 7, 11, 20, 22] making the case for using struc-
tural typing in mainstream languages. We argue further that
the importance of retrofitting even increases with the advent
of “compile once run everywhere” languages such as JAVA,
RUBY and PHP: The fact that hardware speed and memory
constraints are not as stifling as they used to be, comple-
mented by the huge body of open source modules accumu-
lated in the world wide web, has led to the emergence of
a new kind of hybrid programs [13] that contain numerous
modules, written by many different programmers. Crucial
to such architectures is the concept of interoperability—the
ability to integrate modules written by independent authors.
Dynamic type checking of RUBY and PHP may make inter-
operability in these easier—it is more difficult to achieve this
goal while preserving the safety, clarity, and other benefits of
static typing. To make interoperability possible in a statically
typed environment, independent modules must agree on the
type of exchanged data; and structural subtyping contributes
to the ability of reaching such an agreement.

1 Note that this implication is reversed in nominal type systems: the struc-
ture of a type follows (also) from any explicit subtype declarations.



Another famous crucial issue in which nominal type sys-
tems fail is in interaction with external data, be it persistent
(e.g., residing in relational or XML databases) or originating
from a distributed computing environment (e.g., a query to
a web service). Such data is described by its structure, and
attaching internal program names to it is difficult (or even
impossible as it is the case in PASCAL). This is precisely the
reason that languages designed for data interchange such as
ASN.1 [24] are structurally typed. Difficulties in implement-
ing conflicting types and class hierarchies is also mentioned
in the literature [7] as a failure point of nominal typing sys-
tems.

On the other hand, it is also acknowledged that structural
typing has its limitations, most notably, “accidental con-
formance” (discussed, together with some prospective so-
lutions by Laüfer, Baumgartner and Russo [20]), and the
difficulty of defining recursive types. Other pros of nomi-
nal type systems include (to use the words of Malayeri and
Aldrich [22]): the fact that these systems support the explicit
expression and enforcement of design intent, simplify dec-
laration of recursive types, and make it possible to produce
more comprehensible error messages, etc.

These, and the fact that dispatching is less efficient in
structural type systems may explain the fact that nomi-
nal typing is the dominating scheme in (statically typed)
mainstream languages designed for large projects, including
JAVA, C++ and EIFFEL, while at the same time, the commu-
nity seeks ways of combining these two typing paradigms
so that their respective benefits can be used in tandem. The
Unity language [22] is a recent example of a language design
which combines the two concepts. The contribution of Unity
is in formally showing a language model with a sound and
complete type system which combines the two paradigms.
However, Unity leaves open issues such as separate compi-
lation, dynamic loading of classes and multiple inheritance
of nominal types (a-la JAVA’s/C#’s interfaces), and a host of
problems arising in actual language implementation. The re-
cent release of SCALA [25] introduced structural typing into
the language through the notion of Refinement of Compound
Types. It appears though that the performance of this feature
is still poor.

In their paper describing the Continuum project [17],
Harrison Lievens and Walsh also arrive at the conclusion
that nominal subtyping makes mainstream object-oriented
languages inflexible. They even go further and claim that the
standard dispatching mechanism, where a method is looked-
up in the context of a single receiver object, creates an
involuntarily coupling between the client and the structure
of the service provider.

Prior work on integrating structural typing with con-
crete, non-research languages, includes signatures, a C++
language extension which combines structural typing with
the existing nominative features of the languages [6, 7], safe

structural types for JAVA [20] and the work of Büchi and
Weck on Compound Types [11].

More generally, many aspects of the question of merging
the two paradigms can be thought of as the problem of inter-
acting such nominative languages with external, structurally
typed data. Work on this dates back to the work of Schmidt
on Pascal-R [27] going through the work of Andrews and
Harris [3] in the context of C. (See also surveys in [4, 5]).
Another related work is that of Jorgensen on Lasagne/J [19]
who solved the retrofitting problem by means of language
mechanisms that allow for automatic wrapping, but stays
short of structural typing. Also worthy of mention here is
the proposal 2 for introduction of closures to JAVA which can
be viewed as indicative of the desire to introduce structural
typing into the language.

1.2 WHITEOAK and JAVA

This paper describes the design and implementation of
WHITEOAK, a system that introduces structural type equiva-
lence and structural subtyping into JAVA. This addition relies
on a new keyword, struct, used to define structural types
whose subtyping relation is determined solely by structure.

In a sense, struct types are similar to JAVA’s interfaces,
and in particular support “multiple inheritance”, except that
subtyping among struct types is, as expected, structural
rather than nominal. Thus, the type XYZ defined by
struct XYZ { int x,y,z; }

is a subtype of XY defined by
struct XY { int x,y; }

and of the unnamed structural type
struct { int y,x; }

Names of structural type are optional, but once defined, they
can be used as a shorthand for the full type declaration: The
function definition
int innerProduct(XY a, XY b) {
return a.x * b.x + a.y * b.y;

}

would be no different if it used the more verbose signature
int innerProduct(
struct {int x,y;} x,
struct {int y,x;} y

)

Any nominal (class or interface) type that conforms
to the protocol of a structural type can be upcast into that
structural type: The method innerProduct can thus be
applied to any conventional type which has public, non-final
integer fields named x and y. A field access in the method,
e.g., a.x, is mapped to the field declared by the referenced
object runtime type. Thus, fields declared by a structural type
follow a late binding semantics, just as methods.

2 http://www.javac.info/closures-v04.html



We saw that WHITEOAK provides for polymorphic ab-
straction and retrofitting over fields. The following WHITEOAK
function demonstrates retrofitting over methods:
struct Source { int read(); }
void exhaust(Source s) {
while (s.read() >= 0) ;

}

Function exhaust is applicable to objects of both class
Reader (the superclass of classes capable of digesting Uni-
code input) and InputStream (the superclass of classes
for processing byte-oriented input), despite the fact that
the two classes are unrelated. Further, the function call
s.read() dispatches correctly in all cases, even though
the dispatch target is not necessarily stored in the same loca-
tion in the virtual functions table.

We saw that unlike interfaces, struct types allow, just
like abstract classes, the declaration of fields. Another sim-
ilarity to abstract classes is that struct types may de-
fine concrete method implementations: abstract methods and
fields declared in a struct define the requirements that any
conforming type must provide, where the concrete methods
define default behavior which can be specialized by the con-
forming type.

Revisiting our opening dilemma, we can say that if
Check was declared as a struct type rather than an
interface type, then a Check variable can receive its
value from Bill objects. But, even if this was not the case,
the bridging code is simplified by using the most specific
structural type to which both Check and Bill conform.

Unlike classes, struct types have no constructors, al-
though they may pose a constraint on the protocol of the
class constructors—a feature which naturally admits “virtual
constructors” into the language. Also, unlike classes, fields
cannot be initialized as part of their definition.

There are no direct means for defining struct liter-
als, but anonymous classes provide a substitute. One can
therefore invoke function innerProductwith two ad-hoc
types and their values
int xmas = innerProduct(
new Object() {
int x = 3, y = 5; int a = 3;

},
new Object() {
int x = 5, y = 2;

}
);

Conversely, we argue that user control over anonymous
classes is enhanced with structural types.

Two more features should be mentioned at this stage:
(i) support for dynamic run-time subtyping tests and down-
casts even against structural types; and (ii) operators for
the intersection, commutative- and non-commutative- (i.e.,
overriding) union of structural types.

The implementation of WHITEOAK comprises two com-
ponents:

1. a modified JAVA compiler (based on Sun’s JAVA 5 com-
piler). This compiler generates standard bytecode, and
conforming .class files, and

2. a small runtime library of functions realizing the dy-
namic dispatching semantics of WHITEOAK.

Unlike many research languages, WHITEOAK’s design
had to deal with the issue of integrating with and supporting
existing language features (including genericity, reflection,
annotations, dynamic loading of classes, etc.), as well as
preserving the semantics of existing, previously compiled
code.

A primary challenge that WHITEOAK faced was that of an
efficient realization of the structural typing addition on top
of the standard Java Virtual Machine [21] (JVM), which is
nothing else than a nominally (and strongly typed) machine
model. In this respect, our work was more difficult than that
of e.g., Baumgartner and Russo classical implementation
of signatures in C++, in which both translation to untyped
assembly and the use of advertised loopholes in the type
system of C++ could be used to support structural typing.

1.3 Contribution
The ideas presented here are realized in the WHITEOAK
compiler which is available for download from the follow-
ing address: http://whiteoak.sourceforge.net.
In summary, the main contributions of this work are:

1. A statically typed object oriented language that enables
the attachment of new, over-rideable, behavior to existing
objects and the composition of these into Virtual Objects.
This goes beyond compositional mechanisms (including
inheritance, mixins [2, 8] or traits [26]) which operate
solely on classes.

2. A demonstration that a rather complete structural typing
system can be added to a non-toy, industrial strength
language, without ignoring issues such as preservation
of object identity, static and final members, visibility,
anonymous types, genericity and load-time verification.

3. Implementation that supports late binding for construc-
tors (virtual constructors [12]), and fields despite the in-
herent limitation imposed by the run-time system (the
JVM).

4. Finally, we show how mechanisms such as mixins, traits
or delegation can be emulated in WHITEOAK in the li-
brary level rather than the language level.

Outline. The remainder of this paper is organized as fol-
lows: Section 2 overviews the features of the language, its
grammar specification and compares it with related work.
Section 3 describes WHITEOAK’s implementation strategy
in terms of compiler modification and required run-time sup-
port. This section then proceeds to presenting performance



data and evaluation. We conclude in Section 4 where we dis-
cuss the implications of structural typing on the style of pro-
gramming, reflect on this work’s position within the scheme
of current research effort and outline directions for future
work.

2. The WHITEOAK Language
Backward compatibility, efficiency, simplicity, uniformity
and expressive power where principal guidelines in the de-
sign of WHITEOAK. This section describes the main lan-
guage design alternatives encountered, explains the deci-
sions we took in light of these causes, and elaborates on
the challenges that these decisions entailed. The section con-
cludes with a detailed comparison of WHITEOAK’s realiza-
tion of structural types within a nominative type system with
previous efforts of this sort.

2.1 Definition of Structural Types
A structural type can be used anywhere a nominal type can
be used, including variable-, parameter-, return type-, and
field- definition just as in constraints on type parameters
to generics. Structural types cannot be used in the throw-
list of exceptions, since all exceptions must inherit from the
nominal library type Throwable. We also stayed short of
allowing generic structural types.

A structural type may be defined in place, or refer to
a named structural type definition. Such named definitions
may be made in any location a non-anonymous JAVA class
can be defined, including the outer package scope, in a class,
or in a function.

Which member kinds are allowed in structural types?
Figure 2.1 demonstrates WHITEOAK’s answer.

1 struct ErrorItem {
2 // bodiless method:
3 int severity();
4 // a field:
5 String description;
6 // a requirement on a field (read−only access)
7 final int lineNumber;
8 // a method with default implementation
9 String where() {

10 return lineNumber + ": "
11 + description;
12 }
13 // constraints on constructors:
14 constructor(int l);
15 constructor(String d, int l);
16 }

Figure 2.1: Structural type ErrorItem demonstrating the
variety of member kinds allowed in WHITEOAK

In the figure we see that struct types may have bodiless
functions, data members which may even be final, func-

tions with body, and constructor specification. WHITEOAK
does not allow static members3, initialized data mem-
bers, or constructors with a body.

Bodiless (abstract) methods, representing a constraint on
the actual type, are obviously essential.

Data members were added for uniformity and in support
of interaction with external databases; The mechanisms for
supporting these are no different than those required for
bodiless functions.

Constructor constraints were added, again for uniformity,
but also in support of virtual constructors and more ex-
pressive generics. For example, with the above definition of
ErrorItem, one may write
ErrorItem bump(ErrorItem e, int diff) {
return e.constructor(
e.description,
e.lineNumber + diff

);
}

Again, constructor specifications are implemented as bodi-
less functions.

Virtual Objects allow client code to obtain an object ref-
erence that offers a different set of methods than the actual
(referenced) object. This is achieved by assigning an object
into a variable of structural type S, where S defines non-
abstract methods. Each such method provides a default im-
plementation that will be invoked if the actual object does
not provide its own implementation for that method. This is
demonstrated by Figure 2.2.

1 struct LineReader {
2 int read() throws Exception;
3 String readLine() throws Exception {
4 String s = "";
5 for (int c = read();
6 c >= 0 && c != ’\n’;
7 c = read())
8 s += (char) c;
9 return s;

10 }
11 }

13 void f(Reader r) throws Exception {
14 LineReader lr = r;
15 System.out.println(lr.readLine());
16 }

Figure 2.2: A structural type with a default function imple-
mentation.

In the figure we see the structural type LineReader.
This type requires an int read() method and provides

3 Still, we shall see that a field or method declaration in struct can be
realized by a static field or method of a nominal type.



a String readLine() service based on this method.
Assigning an instance of any class with an appropriate read
function to a variable whose type is LineReader will
effectively attach the implementation of this function to the
object, as demonstrated in function f in the figure: The
assignment in Line 14 in this function is legal, since the class
Reader declares the method int read().4

If function f is invoked with an object whose dynamic
type FileReader (a subclass of Reader that does not
offer a readLine() method) then the readLine()
call in Line 15 is dynamically bound to the default im-
plementation found in LineReader. In contrast, if the
function is invoked with an instance of a class such as
BufferedReader, which happens to implement this
function, then Line 15 is bound to the object’s own imple-
mentation.

Summarizing this program we note that the virtual object
reference, lr, provides its own static protocol and its own
run-time behavior which differ from the ones provided by
the referenced object, r. This means that in WHITEOAK
protocol and behavior can be associated with references (i.e.:
variables) and not just with objects. This provides the means
for achieving better localization of concerns: there is no need
to define the full behavior of the object at the class definition
point. If a certain concern is needed only in a certain part of
the program, we can package the relevant code as a virtual
object and use it only when needed.

One reservation applies: a structural type in which a cer-
tain function is unimplemented cannot be assigned from a
structural type which offers a default implementation for this
function. Hence, the following fails to compile
Reader r = ...;
LineReader lr = r;
struct { String readLine(); } x;
x = lr;

In the assignment x = lr we obtain a new reference to
the actual object, r, which is not guaranteed to provide
an implementation for the readLine() method (recall
that implementation of readLine() is associated with
the reference lr and not with the object r). Therefore,
when assigning from a virtual object, non-abstract methods
are treated as if they were abstract. Further applications of
virtual objects are discussed later in Section 2.2

Static members. WHITEOAK does not allow structural
types to define static members. In particular, we cannot
make the demand that a function or a field is implemented
as static. Still, a static member in a nominal type
is allowed to realize a struct member specification, thus
allowing uniform treatment of static and non-static features.

For example, an instance of class A defined by

4 The fact that Reader.read() is an abstract method is not a prob-
lem. The JAVA language semantics forbidding instantiation of abstract
classes guarantees that the dynamic type of variable r will offer a concrete
implementation for all its methods.

class A {
public static void f() {}
public static int d;

}

may be assigned to a struct requiring a void function f
and an int data member d:
struct {

void f();
int d;

} a = new A();

and a.f() will be bound dynamically to A.f while the
member reference a.d will be dynamically delegated to the
static data member A.d.

WHITEOAK also supports recursive structural types as
demonstrated by Figure 2.3,

struct List {
int head();
List tail();

}

struct MutableList {
int head();
MutableList tail();
void tail(MutableList t);

}

struct ReversableMutableList {
ReversableMutableList reverse();
int head();
ReversableMutableList tail();
void tail(ReversableMutableList t);

}

Figure 2.3: Recursive structural types. MutableList
and ReversableMutableList are subtypes of
List. ReversableMutableList is not a subtype of
MutableList.

The List type in the figure is (self) recursive in a co-
variant position: the return type of List.tail() is List
itself. This allows MutableList to be a structural sub-
type of List. Examining MutableList we see that it
is (self) recursive in a contra-variant position: the second
tail method,

MutableList.tail(MutableList),

defines a parameter of type MutableList. Recursion
in a contra-variant position prohibits subtyping, so the
type ReversableMutableList is not a subtype of
MutableList. The formal criteria for subtyping of re-
cursive types are realized in the subtyping algorithm in Al-
gorithm 1.



2.2 Composition
This part of the paper examines the composition techniques
available in WHITEOAK. As we shall see shortly, the combi-
nation of these composition techniques along with the abil-
ity to define virtual objects (that is: structural types with
non-abstract methods), allows the WHITEOAK program-
mer to attach units of behavior to existing objects. This
allows greater flexibility than traditional, statically-typed,
code reuse mechanisms—inheritance, mixins and traits—
which manipulate classes but not objects.

WHITEOAK offers three type composition operators:
If T1 and T2 are structural types, then T1*T2 is the type
obtained by the intersection of the set of members defined
in T1 and T2, T1+T2 is the commutative union of these sets,
and T1 T2 (type T1 concatenated with type T2) is the over-
riding union of these sets. If one of T1 and T2 is nominal,
then it is cast to the corresponding structural type prior to
the union.

A function in T1 conflicts with a function in T2 if both
have the same name and the same arguments, but a different
return type.5 Similarly, two data member definitions conflict
if they have the same name, but different type, or final
specification. Such conflicts are reported as errors.

Otherwise, (i) pairs of data members of the same name,
type and final specification, (ii) pairs of constructors with
the same signature, and (iii) pairs of functions with the
same signature, return type, and name, are synonymous, and
included only once in the union. Type T1*T2 is obtained by
taking an element of each synonymous pair.

The following reservation applies: a synonymous pair of
functions is conflicting if both have an implementation, ex-
cept for non-commutative union, in which the implementa-
tion in T2 prevails, i.e., much like in overriding inheritance.6

The type union operator can be used to enrich an object
with additional behavior but can still allow the object to pro-
vide its own, specialized, implementation for this behavior,
e.g., in writing
struct Input {
int read() throws Exception;
int read(char[] a) throws Exception;

}
struct ImprovedInput
= Input + LineReader;

we define a new structural type whose specification is the
union of LineReader and Input.

Mixins. Mixin composition also allows classes to be com-
posed from smaller building blocks. A mixin composition is
non-commutative, i.e.: the order of the composition is im-

5 In reality, also thrown exceptions are checked in a similar fashion, but
discussion of declared exceptions is omitted from this manuscript.
6 In our design, in the case that only one function in the pair has an
implementation, this implementation prevails, even in the union. Other
alternatives are legitimate, just as more elaborate designs, e.g., computing
the least common ancestor of the return type.

struct MCircle {
abstract double radius();
double diameter() {
return 2*radius();

}
String name() { return "Circle"; }

}

struct MRed {
Color color() { return Color.RED; }
String name() { return "Red"; }

}

struct CircleRed = MCircle MRed;
CircleRed cr = new Object() {

double radius() { return 3.0; }
};

System.out.println(cr.name());
// Output is: ”Red”

Figure 2.4: A mixin composition of the Circle, Red
classes. The methods of the second operand, Red override
those of the first one.

portant. This order imposes a natural overriding relation on
the defined methods. In WHITEOAK we use the concatena-
tion operator to generate a structural type by applying mixin-
composition on the two operands. This is shown in Fig-
ure 2.4.

The composition MCircle MRed yields a type with
just one abstract method, radius(). Therefore, any con-
forming nominal type needs to specify only this method.
A call to the diameter() method on the cr variable
will dispatch the (only) implementation from MCircle. A
cr.name() call will dispatch implementation from MRed,
since the methods of the second operand override the meth-
ods of the first operand.

Traits. Traits were proposed [26] as a mechanism for al-
lowing better code reuse. A class definition can use one or
more traits as building blocks that supply part (or even all)
of its behavior. Just like WHITEOAK’s structural types, traits
provide behavior but they cannot carry any state.

Figure 2.5 shows a standard example for traits using the
syntax offered by Hill, Quitslund and Black [23].

The figure compares the JAVA with traits code with
the WHITEOAK equivalent. The RedCircle class is ex-
pressed in WHITEOAK by using the “+” operator, to com-
pose the TCircle and TRed structural types. This com-
position yields a type with two implemented methods,
diameter() and color(), and one abstract method:
radius().

We then assign an instance of an anonymous class, that
implements all the abstract methods, into a variable of type



abstract class TCircle {
abstract double radius();
double diameter() {
return 2*radius();

}
}

abstract class TRed {
Color color() { return Color.RED; }

}

class RedCircle uses TCircle, TRed {
double radius() { return 3.0; }

}

struct TCircle {
double radius();
double diameter() {
return 2*radius();

}
}

struct TRed {
Color color() { return Color.RED; }

}

struct RedCircle = TCircle + TRed;

RedCircle rc = new Object() {
double radius() { return 3.0; }

};

Figure 2.5: A red circle class. The first program shows JAVA
with traits code. The second program shows WHITEOAK
code.

RedCircle. The resulting variable can respond to any of
those three methods.

2.3 Grammar
Figure 2.6 gives a grammatical specification of the four
kinds of members allowed in structural types. The produc-
tions in the figure rely on nonterminals such as Identifier
and FormalParameterList defined elsewhere in JAVA’s gram-
mar [16].

Examining the figure we see that structural types may not
be generic (generic recursive structural types are known to
be a difficult and elusive problem; see e.g., Hosoya et al.
[18] for an explanation on circumstances in which subtyp-
ing in this setting might be undecidable, or lead to counter-
intuitive results, or require tagging baggage.) Also note that
with the exception of final for field declarations, no mod-
ifiers are allowed. All members of a structural type are im-
plicitly public, and as discussed below, they can be real-
ized by both static and non-static implementations.

Figure 2.7 defines how compound structural types are
created, and how these types combine with the rest of JAVA.

The first production in the figure augments JAVA’s gram-
mar by stating that a structural type (nonterminal StructType)
can be used anywhere a reference type can be used. This
includes e.g., arguments to generics, bounds on such argu-
ments, etc.

We then state that a StructType is specified either as a
named structural type, defined by a StructDeclaration or as
an UnnamedType which allows a direct use of a structural
type expression. Such expressions are composed by applying
the three structural type operators, (i) union, specified by
operator + (lowest priority), (ii) intersection (operator *)
and (iii) concatenation, whose semantics is reminiscent of
inheritance with overriding (highest priority) to combine
StructAtoms, i.e., atomic structural types.

Named structural types are mostly a typing aid, and the
named type are more than shorthand for the entire type
declaration; they make it is easy to define recursive structural
types. Also note that the production

StructDeclaration: struct StructId = StructUnion ;

states that names can be also given to structural type expres-
sions.

Nonterminal StructAtom is in turn a ReferenceType. The
semantics of this production should be clear if this Refer-
enceType happens to be a structural type. However, if the
reference type is a nominal type, the derivation effectively
computes the structural equivalent of the nominal type, de-
fined as the set of all public method declarations and all
public fields declarations. In computing this set, all modi-
fiers except for final data member modifiers, method bod-
ies, initialization expressions of data members, just as anno-
tations are eliminated.

StructBody: { StructMemberopt }
StructMember: MethodDeclaration ;

| MethodDefinition
| ConstructorDeclaration ;
| FieldDeclaration ;

MethodDeclaration: Type Identifier
( FormalParameterListopt )
Throwsopt

MethodDefinition: MethodDeclaration MethodBody
ConstructorDeclaration: constructor

( FormalParameterListopt )
Throwsopt

FieldDeclaration : finalopt Type Identifiers
Identifiers: Identifier | Identifiers , Identifier

Figure 2.6: Grammar specification of the body of structural
types.



ReferenceType: · · · | · · · | StructType
StructType: StructId | UnnamedType
StructId: Identifier
StructDeclaration: struct StructId StructBody |

struct StructId = StructUnion ;
UnnamedType: struct StructUnion
StructUnion: StructIntersection |

StructIntersection + StructUnion
StructIntersection: StructConcatenation |

StructConcatenation * StructIntersection
StructConcatenation: StructTerm |

StructConcatenation StructTerm
StructTerm: ( StructUnion ) | StructAtom
StructAtom: ReferenceType

Figure 2.7: Grammar specification of the uses of structural
types

2.4 Type Checking Algorithm
This section presents the algorithm used by the WHITEOAK
compiler for determining whether one type is a subtype of
another. This algorithm is invoked, for example, by the type
checker module when it examines assignment statements. In
particular, this algorithm is used by the type checker to verify
that the type of the right-hand side value in an assignment is
compatible with the type of the left-hand side variable.

The algorithm is based on the algorithm of Amadio and
Cardelli [1]. Its actual realization in the WHITEOAK com-
piler is somewhat more complicated due to optimizations.
Nonetheless, the semantics (i.e.: the typing rules) is exactly
the same as the semantics presented here.

The presentation uses the following notations and sym-
bols.

• x = y indicates the trivial type equality relation, that
is: x and y are the same type. We naturally extend this
notation for denoting equality of sets of types and of
sequences of types.

• x ¹ y indicates WHITEOAK’s type compatibility rela-
tion: x is a subtype of y.

• As a convention we use the variable r, “required”, to
denote a candidate supertype (or a member thereof); we
use the variable f , “found”, to denote a candidate subtype
(or a member thereof).

The algorithm for computing x ¹ y is presented below
(Algorithm 1). Following it are auxiliary procedures that are
called (either directly or indirectly) from Algorithm 1.

Note that these algorithms are inherently recursive: In
order to determine a type compatibility question we need
to determine member compatibility questions, which in turn

rely on the results of further type compatibility questions. A
cache (from a pair of types to a Boolean value) is used to
break this otherwise infinite recursion.

Function: IsAssignable(f, r)

Input: f , r types (either structural or nominal)
Output: True if f ¹ r, False otherwise

1: if f = r then
2: return True
3: if r is a nominal type then
4: return IsNominallyAssignable(f, r)
5: if f is a non-anonymous JAVA class then
6: if f ’s visibility is not public then
7: return False
8: if cache[f, r] is initialized then
9: return cache[f, r]

10: cache[f, r] ← True
11: cache[f, r] ← MemberSetTest(f, r)
12: return cache[f, r]

Algorithm 1: Testing that f is compatible to r, that is:
f ¹ r. Function IsNominallyAssignable(f, r) re-
alizes JAVA’s standard nominal subtyping test. Function
MemberSetTest(f, r) checks that every member of r has
a compatible member in f . cache[x, y] is a cache slot that
holds the result of x ¹ y. Initially all cache slots are unini-
tialized.

Examining Algorithm 1 we see that in step 3 the algo-
rithm falls back to Java’s standard (nominal) typing scheme
if the candidate supertype, r, is a nominal type.

Steps 5—7 ensure proper visibility of the candidate sub-
type. Access to public classes is allowed. Access to other
classes is allowed only if they are anonymous. This poses no
security risks: During compilation, the only expressions that
carry an anonymous-class type are the anonymous-class in-
stantiation expressions. Therefore, f will be an anonymous
class only if the developer deliberately assigns such an in-
stantiation expression directly into a structurally-typed vari-
able.

Step 8 breaks the recursion: if the result for the current
type-compatibility question is already cached, we return that
result.

The last part of the algorithm, realizes the actual compu-
tation of the structural compatibility question. In step 10 we
cache a (tentative) True answer for the f ¹ r question.

In step 11 the auxiliary function MemberSetTest() is
called. This function will return False if, and only if, there
is a member of r that has no compatible member in f .
Hence, we assign the result returned by this function to the
appropriate cache slot and then return this result (step 12).

The algorithm that realizes function MemberSetTest()
is depicted in Algorithm 2.

The algorithm goes over every member of the r (“re-
quired”) type, finds the compatible members from f (“found”),



Function: MemberSetTest(f, r)

Input: f , r types
Output: True if every member of r has a compatible mem-

ber in f .
1: for all mr member of r do
2: s ← φ
3: for all mf member of f do
4: if MemberPairTest(mf ,mr) then
5: s ← s ∪ {mf}
6: if s = φ then
7: return False
8: if s has overloading conflicts then
9: return False

10: return True

Algorithm 2: Testing that every member of r has exactly one
compatible member in f . Function MemberPairTest(x, y)
checks that x can replace y.

and stores these in the set s (step 5) If no such member was
found (step 6) the algorithm returns a False answer. On
the other hand, if such members were found the algorithms
makes sure (step 8) that there is one member in s which is
more specialized than all other members in s. This check
(which is essentially identical to Java’s standard check for
ambiguity due to overloading) ensures that every member
of r is unambiguously mapped to a member of f .

The details of function MemberPairTest() are pre-
sented in Algorithm 3.

Function: MemberPairTest(f, r)

Input: f , r members
Output: True if f can replace r, False otherwise

1: if f ’s visibility is not public then
2: return False
3: if both f and r are constructors then
4: return ConstructorCompatibilityTest(f, r)
5: if the names of f and r are not identical then
6: return False
7: if both f and r are methods then
8: return MethodCompatibilityTest(f, r)
9: if both f and r are fields then

10: return FieldCompatibilityTest(f, r)
11: return False

Algorithm 3: Testing the compatibility of
two members. The three auxiliary functions:
ConstructorCompatibilityTest(·, ·) (see Algorithm 4
below), MethodCompatibilityTest(·, ·) (Algorithm 5) and
FieldCompatibilityTest(·, ·) (Algorithm 6) determine the
compatibility of a pair of constructors, methods and fields
(respectively).

The body of Algorithm 3 is straightforward: it delegates
to one of three other functions, each handling a different
set of inputs (a pair of constructors, a pair of methods, or
a pair of fields). The function for deciding the compatibility
of constructors, is presented in Algorithm 4.

Function: ConstructorCompatibilityTest(f, r)

Input: f , r constructors
Output: True if f can replace r, False otherwise

1: tf ← f ’s declaring type
2: if tf is a nominal type then
3: if tf is abstract then
4: return False
5: if tf is a non-static inner class then
6: return False
7: if Params(f) 6= Params(r) then
8: return False
9: return ThrowsClauseTest(f, r)

Algorithm 4: Testing the compatibility of two construc-
tors. Function Params() returns the sequence of the
types of the formal parameters of its operand. Function
ThrowsClauseTest() realizes JAVA’s standard (nominal)
test for conformance of the throws clauses of its operands.

Examining Algorithm 4 we see that steps 2—6 make sure
that the candidate constructor, f , can actually be invoked
to produce a concrete object. In particular, constructors of
non-static inner classes are rejected due to their extra,
implicit, parameter.

We then require no-variance of the parameters (step 7)
and covariance or no-variance of the throws clauses (9).

Note that the type compatibility decision issued by step 9
is essentially a nominal subtyping test: the candidate super-
type is (per the JAVA language specification) a subclass of
Throwable which is a nominal type. Therefore it is safe
to use JAVA’s standard test for conformance of throws
clauses, ThrowsClauseTest() .

One may expect Algorithm 4 algorithm to require co-
variance of the objects generated by the two constructors at
hand. A careful look at Algorithm 1 reveals that this check is
redundant: the ConstructorSignatureCompatibility func-
tion is (indirectly) called from step 11 in Algorithm 1. In the
preceding step, Algorithm 1 cached a True answer for the
question of subtyping of the f and r types, which are essen-
tially the declaring types of the f and r constructors in Al-
gorithm 4. Thus, if Algorithm 4 will check for co-variance
of the objects generated by the constructors it will get the
inevitable (tentative) True answer from the cache.

The algorithm for determining compatibility of methods
is presented in Algorithm 5.

Looking at Algorithm 5 we see that compatibility of
methods is established if we have: no-variance or co-variance
of the return type (step 1); no-variance of the parameters



Function: MethodCompatibilityTest(f, r)

Input: f , r methods
Output: True if f can replace r, False otherwise

1: if ¬(Type(f) ¹ Type(r)) then
2: return False
3: if Params(f) 6= Params(r) then
4: return False
5: return ThrowsClauseTest(f, r)

Algorithm 5: Testing the compatibility of two meth-
ods. Function Type() returns the return type of its
operand. Function Params() returns the sequence of the
types of the formal parameters of its operand. Function
ThrowsClauseTest() realizes JAVA’s standard (nominal)
test for conformance of the throws clauses of its operands.

(step 3); no-variance or co-variance of the exceptions de-
clared in the throws clauses (step 5).

Finally, the compatibility of a pair of fields is determined
by Algorithm 6.

Function: FieldCompatibilityTest(f, r)

Input: f , r fields
Output: True if f can replace r, False otherwise

1: if r is a read-only field then
2: return Type(f) ¹ Type(r)
3: if f is a read-only field then
4: return False
5: return Type(f) = Type(r)

Algorithm 6: Testing the compatibility of two fields. Func-
tion Type() returns the type of its operand.

Examining Algorithm 6 we see that if the required
field, r, is a read-only field, it can be matched with either
a read-only or a mutable field, with a possibly co-variant
type (step 2). On the other hand, if the required field is mu-
table, the matched field must be mutable (step 3), and of the
exact same type (step 5).

Having presented WHITEOAK’s type compatibility algo-
rithm we can discuss a few implications. The first point to
note is that of constructor calls on a receiver typed with a
type parameter. Consider a type U defined by
struct U {

U constructor();
void m();

}

and a nominal type N conforming to U. Then, N must have a
no-arguments constructor creating an N object. Using such
a value in generics [9] seems to be legal:
static<T extends U> void f(T t) {
t = t.constructor(); // Returned value is T?
t.m(); }

One may think that the semantics of a constructor()
call in WHITEOAK is that of a self type [10]: the returned
object has the same dynamic type as the receiver, thus en-
suring that the assignment
t = t.constructor()

is well typed. This assumption is in some sense similar to the
special handling of the getClass() calls in the standard
JAVA compiler [16, Sec. 4.3.2].

By examining the ConstructorCompatibilityTest() func-
tion one can see that if the function returns a True answer
we can only assert that the f constructor will return an ob-
ject whose type is at least as specific as f ’s declaring type,
which in our case is the static type of the receiver.

Due to type erasure, the static type of the receiver is U (the
erased type of T). Thus, one can only assume that returned
object will be as specific as U, which, alas, is not a specific
enough type to be assigned to the variable t.

Another subtle issue is related to the recursive nature of
the algorithms presented here. These algorithms are recur-
sive in the sense that in order to check that one type is a
subtype of another, one needs to check subtyping relation-
ship of individual methods. Method subtyping is defined (as
usual in JAVA) by the demand that the return type changes
co-variantly, and the argument types are the same. The re-
cursive call may therefore yield more subtyping problems.
We deviate from the usual implementation of [1] in that if,
in these generated problems, the candidate supertype is nom-
inal, we apply JAVA’s nominal type testing algorithm. Also,
the subtyping test invariably fails if the candidate subtype is
structural and the candidate supertype is nominal. Recursion
proceeds only if the candidate supertype is structural.

This ensures that a method that declares a parameter of
a nominal type can safely assume that the dynamic type of
this parameter will be a nominal subtype. Otherwise, every
invocation of a method, on a parameter, had to be treated as
a structural invocation. Even more seriously, the method’s
code may use reflection in ways that will break if the dy-
namic type is not a nominal subtype (e.g.: a parameter of
type Serializable is sent to a serializing data stream).

2.5 Comparison with Related Work
Tab. 1 shows a feature based comparison of WHITEOAK
with some of the main work on introducing structural typ-
ing into nominative languages, or for producing synergetic
language, including C++ Signatures [7], Brew [20], Com-
pound [11], Unity [22] and Scala.

The first section in the table compares the admissible
member kinds. We see that WHITEOAK’s repertoire of mem-
ber kinds is fairly complete. Still, unlike WHITEOAK and all
the other compared languages, only C++ signatures support
field definition, that is, fields together with a default initial-
ization expressions. But since the C++ signatures’ semantics
is restricted, the problem of finding appropriate semantics to
default initialization expressions remains open. We know of
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Performance data + +
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Table 1. A comparison of recent work on introducing structural typing into nominally typed languages.

no support in current work of constructor bodies in structural
types.

The next section compares integration with other lin-
guistic mechanisms and composability of structural types
through recursion or type operators. As expected, most lan-
guages chose to provide support for anonymous types on top
of structural types (unlike instances of anonymous classes,
anonymous types are practically useless in a purely-nominal
setting). Note that Scala’s parametrization of structural types
in restricted in the sense that type parameter can only be used
in co-variant positions (e.g.: return types).

The third section is concerned with implementation.
Other than WHITEOAK only C++ Signatures provide per-
formance data. In Scala, although no such data is available,
it is mentioned that it is slow, probably due to heavy reliance
on reflection information.

Turning to the preservation of object identity we see that
C++ signatures implement this (by enhancing the compiler
existing mechanism for comparison of this-adjusted refer-
ences), while Brew, a previous addition of structural types to
JAVA fails to preserve object identity.

Compound also preserves object identity, by relying on
a fundamental property of this JAVA language extension, by
which structural types can only be defined as the union of
existing nominal JAVA interfaces. Every structural reference
in Compound is represented as multiple variables, one for
each of what the authors call “constituent type”.

Finally, as the last table row indicates, only Compound
and Unity enjoy a formalized basis.

3. Implementation and Performance
This section describes the compilation and run-time tech-
niques that we used in order to augment JAVA with WHITEOAK’s

additional constructs while preserving these fundamental
principles:

1. WHITEOAK classes should run on any standard, JAVA
5 compliant JVM; hence the run-time system must be
implemented as a JAVA library.

2. Object identities must be preserved; a structural type
reference to an object must be the same as a nominal type
reference to it.

3. Compilation should be separate without relying on a
whole-world analysis; WHITEOAK compiler cannot con-
sult all uses of a given reference type.

4. No executable blowup; the compiler cannot generate a
nominal type system reflecting the structural hierarchy
by generating a nominal type for each subset of the set
members of all structural types; in fact our implementa-
tion generates one interface for each structural type, and
optionally an implementing class if this reference type
includes method implementations.

3.1 The Object Identity Problem
In order to better understand the difficulty in preserving
the identities of objects, let us consider the following code
fragment:
struct S { Object me() { return this; } }

Object o = new Object();
S s = o;
assert o == s && o == s.me();

In this fragment we have three object references, o, s
and s.me(). Given that s is assigned from o and that
S.me() returns this, it is only natural to expect the two
equalities o == s and o == s.me() to hold. Follow-



ing JAVA’s standard semantics, one can also conclude that
s == s.me().

Examining the standard techniques for adding behavior
to existing objects, such as the DECORATOR pattern [14], we
note they prescribe the use of a wrapper object whose iden-
tity is inevitably different than the identity of the wrapped
object. Specifically, naı̈ve wrapper-based techniques stop
identities such as o == s and o == s.me() from hold-
ing.

Alternatively, object identity could also have been achieved
by overriding the compiler default implementation of ref-
erence comparison operation. This seems to be the de-
sired alternative in C++, where the frequent use of this-
adjustment [15] forces such specialized comparison code
even for nominal types. In JAVA however, such an addition
is not only foreign to the language, but would have come at
the cost of breaking previously compiled code. For example,
the invariants of libraries relying on reflection may be invali-
dated even if the wrapper is hidden with a kwthis-adjustment
technique.

WHITEOAK’s design insists on both binary compatibility
and on semantics of object identity (in particular the afore-
mentioned assertions hold in WHITEOAK). This is achieved
by a technique which may be called Invisible Wrapper de-
scribed below.

(Note that the object identity challenge is accentuated
with default function implementations: we must be able
to attach an implementation to an existing object without
changing the object nor the reference to it.)

3.2 Compile Time Representation
The WHITEOAK compiler represents every structural type, S,
as an interface Is. This interface is generated as soon as the
parsing of S is complete and therefore it serves as the only
representation of S during compilation. In other words, from
the compiler’s point of view, the structural type exists only
as Is; there is no representation for S per-se.

The mapping from S to Is is straightforward: Each
method (either abstract or non-abstract) declared in S is rep-
resented as an abstract method declaration in Is. If S con-
tains at least one method with default behavior, Is will de-
clare an abstract, inner, static class, Cs, which implements
the interface Is. Each definition of a non-abstract method
in S is translated into a similar definition in Cs. Hence, Cs

is referred to as the Partial Implementation Class of Is.
Similarly, a constructor with a certain signature is repre-

sented as a method named constructor with this signa-
ture whose return type is Is.

A field f declared in S is translated into a static
final field of the same name and type in Is. Also, a
uniquely named getter method—corresponding to f—is de-
clared in Is. If f is a non-final field, Is also contains a cor-
responding uniquely named setter method.

Finally, The Is interface carries a special annotation that
distinguishes Is from “normal” interfaces (that is: interfaces
that are not an artifact of a structural type declaration).

Under this translation scheme, Is is a faithful represen-
tation of S: all elements of the structural type S are rep-
resented, without loss of information, as standard JAVA en-
tities in Is and its inner class Cs. Also note that Is is the
primary representation of S: whenever S is specified in the
program as the type a variable, a return type of a method, or
a bound on a type parameter, it is Is that will replace it in the
compiler’s internal representation. The class Cs is merely a
vehicle which “carries” the implementations of non-abstract
methods from S: there is no way for the programmer to spec-
ify Cs as a type in the program.

Type Checking. Given that Is and Cs are plain JAVA def-
initions, type checking can largely follow JAVA’s familiar
semantics. In particular, access to a method of a struc-
tural type is type-checked in the same manner as access
to an interface-declared method. Access to a constructor of
a structural type is syntactically identical to a method call
(e.g.: x = y.constructor(5)). Consequently, con-
structor calls are type-checked like method calls. Finally,
a read operation from a field of a structural type is handled
as a read operation from a (static final) interface field.

The primary changes to the type checker are as follows:

• Assignment to a field of a structural type is allowed only
if the field has a corresponding setter method.

• When a type conformance test is in order (e.g.: as-
signments, instantiation of generics) WHITEOAK’s type
checking algorithm (Section 2.4) is used in place of
JAVA’s nominal subtyping rules.

3.2.1 Code Generation and Invisible Wrappers
In order to support WHITEOAK constructs the bytecode gen-
erator has to deal with three primary issues: assignments into
variables, run-time type tests and method invocation.

Assignments. The structural type S defined by
struct Subbable {
String substring(int i);

}

is a supertype of the nominal type String, so if sub is a
variable of type Subbable the assignment

sub = "whiteoak"

type checks correctly by the compiler. The JVM veri-
fier [21, Sec. 4.9.1] however will reject the assignment if
sub is a field or a method argument 7 since two the types
class String and interface Subbable (repre-
senting internally the structural type) are nominally incom-
patible. The difficulty is resolved by a technique similar
to the implementation of type erasure of generic classes:

7 Unlike local variables, the verifier is aware of the declared type of fields
and arguments.



variables of structural types take the type Object in their
.class representation. The real (structural) type of these
is preserved in an annotation so the symbol table can still re-
flect the correct type of definitions from separately compiled
modules.8

Type tests. Typecasts and runtime subtyping tests [28] ex-
ecuted at runtime are another difficulty. The JVM does not
acknowledge that String is a subtype of Subbable. This
is the reason that the WHITEOAK compiler carefully replaces
such tests by a call to a library function which executes, at
runtime, the structural subtyping algorithm to compare the
object’s dynamic type with the given structural type. This
function, just as other similar portions of the runtime library
makes heavy use of caching. As it turns out, typecasts in the
JVM are no different than subtyping tests.

More difficult is the problem of dispatching. Again, the
call

sub.substring(5)

type checks correctly since interface Subbable has a
public String substring(int) method. The emitted
code must however dispatch the call to substring(int)
from class String despite the fact that type Object has
no such method (as a direct result of the erasure process de-
scribed above, the JVM considers the sub variable to be
of type Object). Even if the JVM type of sub was inter-
face Subbable which includes such a method, and even if
the assignment of a String to such a variable would have
been possible, dispatching would be difficult since we have
no access to the mechanism by which the JVM dispatches in-
terface calls to the correct class implementation. (Note that
in Section 4 we discuss the relation between WHITEOAK’s
structural dispatching and the proposed invokedynamic
instruction).

Dispatching. Dispatching is realized in our implementa-
tion by class Wrapper of WHITEOAK’s runtime library.
This class effectively augments the JVM with an ability to
virtual dispatch a method through a structural method selec-
tor. The factory method
public static<I> I make(Object content,
Class<I> description);

in this class produces an invisible wrapper around its
content argument, through which dispatching is carried
out. Method make requires these two preconditions:

• The actual type passed to I is some Is interface repre-
senting a structural type S.

• For a given Is, the dynamic type of the content object
is an instance of a class D that is structurally conforming
to S.

The method’s contract guarantees that it will return an in-
stance of a “wrapper class”, W, that is a nominal subclass

8 Incidentally, the JVM’s type verification of interfaces makes it possible to
avoid using this technique for fields (but not for method arguments).

(1) aload_1 // Load variable sub
(2) ldc_w #3 // class Subbable
(3) invokestatic #4

// Method Wrapper.make(Object,Class)
(4) checkcast #3 // class Subbable
(5) bipush 5 // Push the constant 5
(6) invokeinterface #5

// Method Subbable.substring(int)
(7) pop // Returned value is ignored

Figure 3.1: The bytecodes generated for the invoca-
tion sub.substring(5), where sub is a variable of
a structural type Subbable that declares the method
String substring(int).

of class Cs corresponding to Is. Given that class Cs always
implements Is (ensured by the way it is built by the com-
piler) we have that W is a nominal subtype of Is. Moreover,
the fact that W subclasses Cs elegantly injects into the wrap-
per object the default implementation declared by the struc-
tural type.

The creation of W by make() follows this pattern: for
each method m of Is that has a compatible method m′ in the
D, class W defines a corresponding non-abstract method with
the same signature as m whose body delegates to m′ on the
content object. This ensures that methods provided by the
content will override default implementations of methods
from S.

Method dispatching is realized by first creating an invis-
ible wrapper around the receiver, and then using a nomi-
nal invokeinterface call to dispatch the call correctly.
More specifically, the compiler emits bytecodes patterned
after the algorithm depicted in Algorithm 7.

1: Load the receiver onto the stack.
2: Load the class literal Is onto the stack.
3: Call Wrapper.make() via invokestatic.
4: Downcast the object at the top of the stack to Is.
5: Load m’s parameters onto the stack
6: Call m() via invokeinterface.

Algorithm 7: JVM code to dispatch method m on a receiver
of structural type S

It is straightforward to check that the downcast at the
4th step always succeeds (since W is a nominal subtype of
Is). This ensures that the invokeinterface instruction
at the 6th step of the algorithm verifies correctly, since the
receiver implements Is. A concrete bytecode-level incar-
nation of this pattern is shown in Figure 3.1.

In the figure, each of the instruction (1)-(6) represents
the corresponding step from Algorithm 7. Note that the in-
voked method takes only one parameter of type int so that
step 5 becomes a single bipush instruction. Also note that
steps (1), (5), (6) and (7) are the same as any virtual



function call, and that the invisible wrapper, generated at
step (3) vanishes when the call is finished.

The WHITEOAK compiler generates the aforementioned
sequence of instructions only when it generates the code for
an invocation of a method on a receiver of a (static) structural
type. Assignments to such variables are allowed only if the
static type of assigned value is structurally conforming to the
type of the variable. This guarantees that in each compiler-
generated invocation of Wrapper.make() the precondi-
tions required by the method are met.

We further argue that class W is always a concrete class:
If the content object does not provide a suitable imple-
mentation for m and m is non abstract in S, then class Cs

will have a concrete m method (again, this is ensured by its
building process). class W will inherit this implementation
from its superclass Cs.

In the dual case—D does not provide a suitable imple-
mentation for m and m is abstract in S—we have that in
all the nominal supertypes of D (including D itself) there
is no declaration of a method m, not even an abstract
declaration. If there were such an abstract declaration then
D were an abstract class which cannot, by definition, be the
dynamic type of an object. Given that no definition for m
exists in the hierarchy above D we have that D is not struc-
turally conforming to S (see Section 2.4) in contradiction to
the precondition of the make() method.

The fact that W is a concrete class guarantees the fol-
lowing: (i) Wrapper.make() will be able to create an
instance of W; (ii) the method invocation in the 6th step of
Algorithm 7 will succeed.

Constructors and Fields. Dispatching to constructors is
no different than methods. A call to a constructor()
method on a structurally typed receiver is handled by a
corresponding constructor() method in class W whose
body carries out the standard bytecode sequence for creating
a new object of type S.

Access to fields of a structural type is made possible by
invocation of the appropriate getter or setter method intro-
duced by the compiler into Is. In the wrapper class W the im-
plementation of such methods uses either a GETFIELD or a
PUTFIELD) instruction to carry out the actual operation on
the field of the content object.

this References. In a structural type that defines only ab-
stract methods, the identity of the wrapper object is never
leaked to the actual program code: the methods of the wrap-
per object merely delegate to the methods of the content
object without exposing the this reference.

Things are more complicated when considering methods
with default implementations. When such a method gets
executed (that is: the content object does not provide
a suitable implementation), the actual program code runs
in the context of the wrapper object thereby exposing the
identity of the wrapper.

To solve this difficulty, the compilation of methods with
default implementations into the partial implementation
class, Cs, is altered so that each this reference is re-
placed by a reference to the wrapped object. To achieve this,
the partial implementation class defines an abstract func-
tion getReceiver() whose return type is Is. In meth-
ods of a partial implementation class, the code generator
inserts a getReceiver() call immediately after every
“load this” instruction (bytecode: aload_0).

The net effect is two fold: First, the reference to the
wrapper object is replaced by a reference to the wrapped
content, thus maintaining the transparency of the identity
of the wrapper object. Second, in self calls, such as m1

invoking m2, the static type of the receiver becomes Is

(since getReceiver() returns Is) so the compiler will
treat the call as a structural invocation thereby ensuring
correct dispatching semantics of self calls.

We note that this process however does not need to gener-
ate a new delegating class, since both the dynamic nominal
type and the structural static description are the same as in
the context which generated the wrapper object.

3.3 Performance
The implementation approach described above realizes struc-
tural dispatching by these steps: (i) creation of an invisible
wrapper and (ii) using the JVM’s native invokeinterface
instruction to dispatch to a delegator and (iii) delegation to
the actual implementation. As it turn out, the first such step
is the most time-intensive.

This step involves two operations which are notoriously
slow: the examination of a reflection object, and the creation,
at runtime, of a new class. In fact, in an early implementation
of WHITEOAK we found that dispatching based on reflection
information was at least three order of magnitude slower
than native dispatching.

The current WHITEOAK implementation achieves good
performance by relying on two levels of caching inside the
factory method make: First, a fixed size cache containing
8 entries and implemented with no looping instructions is
used to check whether an invisible wrapper was previously
created for the specified value of the receiver and the static
(structural) type of the receiver. If the pair is not found in
this cache, a hash table containing all previously returned
wrappers is examined.

In both caches the searching strategy is similar: we first
check whether an exact match is found, that is, match in
both receiver value and in the receiver’s (structural) type.
If this fails, the dynamic type of the receiver is fetched, and
the cache is examined again to see whether a wrapper class
appropriate for the receiver’s dynamic type and the receiver’s
static type exists already and can be instantiated to create the
invisible wrapper.

In addition, within any single thread the cache may even
recycle wrappers by changing their contained wrapped ob-
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Figure 3.2: Execution time of a program vs. # number of
method invocations.

jects. Such recycling is restricted to plain structural types
though.

Figure 3.2 compares the timings of runs of a reference
program in WHITEOAK with that of the JAVA equivalent
using runtime interface dispatch. (Experiments were con-
ducted on a single processor Pentium-4 3GB RAM, 3GHz,
Windows XP machine.)

The curve marked “Interface” refers to the plain JAVA
run. The “Hit-1” curve describes the WHITEOAK timing
when the program mostly hits the primary cache. The curve
marked “Hit-2” corresponds to the situation where structural
dispatching mostly hits the secondary cache, while the “Hit-
1/2” curve denotes an intermediate situation.

As expected, the curves are linear at large, indicating that
the invocation time is constant. Hits on the primary cache
incur a slowdown of a factor of about two in comparison to
the reference invokeinterface implementation. Note
that we cannot hope for more; the dispatching algorithm
described above, even if caching requires no resources, re-
places each structural dispatch with one interface dispatch
and two ordinary class based dispatches. The hit-1/2 sce-
nario is more than three times slower where the hit-2 sce-
nario is about seven times slower.

The experiment depicted in this figure represents an unre-
alistic situation where the program spends an overwhelming
majority of its time invoking an empty method. A more real-
istic program is likely to take additional computation which
will mitigate the influence of dispatching on the overall exe-
cution time.

To evaluate performance under these circumstances we
took two standard benchmarks, JESS and JAVALEX9 from
the famous SpecJVM98 suite and changed them such that
every interfacewas replaced by a corresponding struct.
Of course, this change meant that implements clauses
were eliminated from all classes.

9 We use the term JAVALEX instead of the formal name of this benchmark,
JAVAC, which is confusing in the context of this paper.

The JESS program is a rule-based inference system. The
JAVALEX benchmark measures the time needed for a JAVA
compiler to compile a 60,000 lines program. In the orig-
inal benchmark, the compiler whose compilation time is
measured is one of the early versions of Sun’s JAVA com-
piler. We changed the benchmark to measure the compila-
tion time of Sun’s JAVA 5 compiler against that of the boot-
strapped WHITEOAK compiler (The bootstrapped version
uses structs instead of interfaces). The use of inter-
faces in the remaining SpecJVM benchmark programs was
minimal, so applying this techniques in these did not yield
useful data.

In both benchmarks the performance of the WHITEOAK
program was less than 5% slower than JAVA program.
Specifically, In JESS WHITEOAK time was 1.95 seconds
while the JAVA time was 1.89 seconds, while in JAVALEX
the respective times were 3.9 and 3.75 seconds;

Finally, we compared WHITEOAK’s structural dispatch-
ing implementation with that of SCALA, in the simple case
of repeatedly invoking a method on a single receiver. The
slowdown in SCALA was more than two orders of a mag-
nitude, compared to less than one order of a magnitude in
WHITEOAK (as shown in Figure 3.2). Note, that we chose
such a simple case since some of the features that are needed
for a more complicated test, e.g., array access, incur substan-
tially different run-time costs in the two languages, thereby
biasing the method invocation measurement that we seek.

Due to space considerations we could not discuss all is-
sues related to the synergy of the two typing paradigms. In
particular, we left out difficulties arising from Java’s secu-
rity system, and the implications of multithreading on our
caching mechanism.

4. Summary and Future Work
The introduction of structural types into a nominally typed
language has two major implication on the style of program-
ming and design in that language.

First, the use of structural types increase locality: If a type
is needed in some place in the program we only need to
define it in the point where it is used. There is no need to
change the definition of classes (which are typically scat-
tered around the program) in order to make this new type
viable.

This enables concerns to be confined to a well-defined
region of the program, resulting in increased coherence of
the program’s modules. Locality is particularly important
in maintaining the balance of power between supplier’s and
client’s code. A change in a supplier module due to a client’s
needs may eventually lead to deterioration of the design of
the supplier, especially when there are multiple clients that
inflict changes onto one supplier. Retroactive abstraction ob-
viates many of these changes, thereby preserving the quality
of the supplier’s design.



The second effect is that of increased uniformity. As ar-
gued by Meyer’s principle of uniform access similar services
should be accessible through a single syntactic device carry-
ing a simple, uniform semantics. Looking at JAVA, we see
several breaches of this principle, for example: methods and
fields are accessed through the same syntax, but with differ-
ent binding semantics; Procedural abstraction is realized by
two kinds of methods, static and instance methods ac-
cessible by slightly different notations, and carrying differ-
ent binding semantics; finally, there is a dedicated syntax for
constructor calls. WHITEOAK allows the programmer to ab-
stract away most of these differences, thus making it easier
to read, write, and maintain the source code.

Moreover, the on-going struggle of augmenting the pre-
cision and expressiveness of static type systems leads to
the emergence of multi-paradigm languages which exhibit
a large, feature-rich core that only emphasizes the point in
favor of uniform access (In contrast, the elegant, minimal
structure of dynamically typed languages enable these to
better maintain Meyer’s principle).

The semantics of dispatching methods on plain structural
types is quite close to that of the proposed invokedynamic
instruction10. Indeed every language implementation with
structural types could rely on this new instruction when it
becomes available. Alternatively, the performance data re-
ported in this paper provide a reference point for evaluating
future implementations of invokedynamic.

Support for structs with non-abstract methods, ex-
ceeds, the abilities of invokedynamic. The implemen-
tation details presented here are therefore important for any
language that will attempt to provide similar services, with-
out changing the underlying virtual machine. We assume
that the research effort aimed at better utilization of the JVM
will become more and more important as the JVM gradu-
ally turns into a safe and powerful computing platform that
can host a large array of languages. (The JVM’s support
for scripting languages, in which invokedynamic plays
a major role, is one of the signs in that direction). In fact,
at this point one can reasonably predict that the JVM will
actually outlive the JAVA language.

A promising direction for future research is the use of
structural types in conjunction with first-class support for
data queries. One of the major predicaments facing the in-
tegration of (say) SQL queries into JAVA is the correct typ-
ing of the query results. If two different program-embedded
SQL queries return similarly structured data it is only natural
to expect this data to be of the same type. Locally inferring
the nominal type of the result is only a partial solution since
the queries may be located at two separately compiled mod-
ules. In the absence of a whole program analysis, the inferred
types will be nominally different. A structural typing scheme
is therefore the natural solution for allowing the interplay of
such two types.

10 http://www.jcp.org/en/jsr/detail?id=292
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